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“As the scale and the impact of the World Wide Web 
has grown, search engines have assumed a central 
role in the Web’s infrastructure. Similarly, the growth 
of the Semantic Web will also generate a need for 
specialized search engines that help agents find 
knowledge encoded in Semantic Web languages such 
as RDF(S) and OWL.”

- Li Ding, Rong Pan, Tim Finin, Anupam Joshi, Yun Peng, and 
Pranam Kolari

Finding and Ranking Knowledge on the Semantic Web



Navigating the Semantic Web

• Browsers
– HyperDAML  
– Swoop

• Ontology libraries
– DAML ontology 

library
– OwlSeek
– SchemaWeb

• Search Engines
– Ontaria
– ontoSearch
– Swoogle

• Crawlers
� DAML Crawler
� RDF Crawler
� scutter
� SwoogleBot



We’re going to take a break from this regularly 
scheduled presentation to go over some terms

Semantic Web Document (SWD)
• AKA an RDF

Semantic Web Term (SWT )
• Plays the role of a word in a natural language.  
• Example: Swoogle finds over 300 distinct SWTs for the “person” concept.

Semantic Web Ontology (SWO)
• An SWD that defines a significant number of SWTs.
• The ontology ratio is used to identify SWOs among SWDs.  This is the 

fraction of its class-instances being recognized as classes and 
properties.For example, an SWD defines a class “Color” and populates the 
class with three class instances: ‘blue’, ‘green’ and ‘red’.  Its ontology ratio 
is 25% since only one out of the four is defined as a class.

• an SWD is an ontology document if it has defined at least one term, and it 
is called a strict SWO if its ontology ratio exceeds 0.8.



Conventional web navigating and ranking models are not 
suitable for the Semantic Web

1. They do not differentiate Semantic Web Terms (SWT) from other web 
pages.

2. They do not parse and use internal structure of Semantic Web Documents 
(SWD) and the external semantic links among SWDs.

The reality of the semantic web 
• The Semantic Web depends on three “meta ontologies”: RDF, RDFS, 

and OWL.
• There are thousands of additional ones developed by institutions (CYC, 

WordNet, DC, FOAF, and RSS) and individuals.
• This raises the issue in finding and comparing Semantic Web ontologies 

for knowledge sharing.

Semantec Web search engines will require two important 
aspects:

1. Help agents navigate the Semantic Web.
2. Rank search results.



To navigate a Semantec Web, a user cannot simply rely on 
the URL semantics of URIref.

• The namespace of a URIref at best points to a SWO, but there are no 
reverse links pointing back.

• Although rdfs:seeAlso has been widely used to interconnect SWDs in 
FOAF based applications, it seldom works in other SWDs

• owl:imports does interlink ontologies, but such relations are rare since 
ontologies are usually independently developed and distributed.

• How do you reach the SWDs which are not linked by other SWDs?
• What if the namespace of a URIref is not an SWD?



The Semantic Web Navigation Model



Paths 2 and 5 are straightforward since SWTs are referenced by SWDs/SWOs.
These can be easily extracted by analyzing the usage of SWTs.
Paths 6, 7, and part of 4 are supported by most existing RDF browsers.  Many 
RDF crawlers use rdf:seeAlso to discover SWDs.
Paths 1, 3, and the rest of 4 require the global view of the Semantic Web on 
the Web, and are currently only support by Swoogle metadata.  Paths 3 and 4 
are mainly the reverse of paths 2 and 5.

The Semantic Web navigation model



Swoogle
Developed at the University of Maryland



The Discovery Component
• Collects candidate URLs to find and cache SWDs using 

four mechanisms:
1. Submitted URLs of SWDs and sites.

2. A web crawler that explores promising sites.

3. A customized meta-crawler that discovers likely URLs using 
conventional search engines.

4. The SwoogleBot Semantic Web crawler which validates and analyzes 
SWDs to produce new candidates.



The Indexing Component

� analyzes the discovered SWDs and generates 
the bulk of Swoogle’s metadata about the 
Semantic Web. 

� The metadata not only characterizes the 
features associated with individual SWDs and 
SWTs, but also tracks the relations among 
them.

� Examples:
–  how SWDs use/define/populate a 

given Semantic Web Term (SWT).
– how two SWTs are associated by 

instantiating ‘rdfs:domain’ relation.



The Analysis Component

• This analyzes the generated metadata and hosts the modular ranking 
mechanisms.

• Swoogles OntoRank is based on the rational surfer model which emulates 
an agent's navigation behavior at the document level.  In this model, the 
surfer begins by jumping to a random URL. After visiting a page, he either:

      1. with probability d randomly chooses a link from the page to follow to a

          new page.

      2. with probability 1-d jumps to another random URL.

This model is essentially a simple random walk modeled by a Markov chain.



The Services component:
• This provides search services to 

agents, allowing them to access 
the metadata and navigate the 
Semantic Web. 

• It is highlighted by:

1. the “Swoogle Search” service that 
searches SWDs using 
constraints on URLs, the SWTs 
being used or defined, etc.

2. the “Ontology Dictionary” service 
that searches ontologies at the 
term level and offers more 
navigational paths.



Swooglebot

Swooglebot collects Semantic Web Documents from the Web to build a 
semantic web search engine – Swoogle.

Before crawling your website, Swoolgebot will try to read the file robots.txt, 
which could be used to disallow crawler programs to download some or all 
information from your web server. The standard format and usage of 
robots.txt is stated as the Robots Exclusion Protocol 
(http://www.robotstxt.org/robotstxt.html). 

The "User-agent: *" means this section applies to all robots. The "Disallow: /" tells the 
robot that it should not visit any pages on the site.   Note: robots.txt is not intended 
for access control, so don't try to use it as such. Think of it as a "No Entry" sign, 
not a locked door.

In general, Swooglebot will only download each file for one time.  Occasionally the 
crawler is stopped or crashed,  and then restarted, and its crawl job may be scrolled 
back. Swooglebot follows HREF links and SRC links of html files and some URIs 
of XML files. 

User-agent: *
Disallow: /



Ranking Semantic Web Documents

Since RDF graphs are usually accessed at the document level, we simplify the 
Semantic Web navigation model and do link analysis based on ranking 
methods with 'rational' surfing behavior.

• An extension (EX) relation holds between two SWDs when
� One defines a term using terms defined by another.
� Ex: SWD d1 extends another SWD d2 when d1 defines a class t1, which 

is a subclass of a class t2, and t2's official ontology is d2.
• A use-term (TM) relation holds between two SWDs when

� One uses a term defined by another.
• An import (IM) relation holds when

� One SWD imports, directly or transitively, another SWD



OntoRank is computed in two steps: 

(i) iteratively compute the rank, wPR(a), of each SWD a until it converges 
(equations 1 and 2); 

(ii) transitively pass an SWD’s rank to all ontologies it imported (equation 3).

1) A sum where X is in the set of SWDs that link to the SWD a.  

2) The Semantic Link from an SWD a to another SWD x with tag l.  weight(l) 
is the user specified navigation preference with type l (such as extension or 
use-term).



How much better is OntoRank?

This was done April 2005.  Swoogle had 330,000 SWDs.  This experiment 
compares the performance between PageRank and OntoRank in boosting 
the rank of SWOs among SWDs, i.e., ranking SWOs higher than normal 
SWDs.

They first computed both ranks for SWDs and then ten popular local-names 
(according to Swoogle’s statistics) were selected as the keywords for 
Swoogle’s document search.  The same search result for each query is 
ordered by both PageRank and OntoRank respectively.  



Swoogle uses TermRank to sort SWTs by their popularity, which can be 
simply measured by the number of SWDs using/populating an SWT.

This naive approach, however, ignores users’ rational behavior in accessing 
SWDs, i.e., users access SWDs with nonuniform probability.

Therefore, TermRank is computed by totaling each SWD’s contribution 
(equation 4).

Ranking Semantic Web Terms

uses(a,t) - the occurence of t in a.  

TWeight(a; t) - the probability a user will access t when browsing a.

cnt uses(a; t) - t’s popularity within a measured by the number of 
occurrence of t in a

|{a | uses(a; t)}| – t’s importance in the Semantic Web measured by the 
number of SWDs containing t.



pop(swd) – the number of SWDs populating it.
pop(i) – the number of its instances. (smallest impact on ranking)
pop(swd) – the number of SWDs defining it. (largest impact on ranking)



Advanced searching

Lucene query syntaxes

AND, OR, and NOT.  These must be in all caps.
http://swoogle.umbc.edu/index.php?option=com_swoogle_manual&manual=search_swd

search terms having “food” as part of their URL.

search terms having “food” as part of their 
namespace

search terms having that address as their 
namespace

search terms having “food” as their local-name 
(exact match)

search terms having “food” as the lexeme of their 
local name

search terms having “food” as part of their 
definitional description

search terms which are defined as instances of 
owl.class

search terms having “food” as part of their URL.

search terms having “food” as part of their 
namespace

search terms having that address as their 
namespace

search terms having “food” as their local-name 
(exact match)

search terms having “food” as the lexeme of their 
local name

search terms having “food” as part of their 
definitional description

search terms which are defined as instances of 
owl.class

search terms having “food” as part of their URL.

search terms having “food” as part of their 
namespace

search terms having that address as their 
namespace

search terms having “food” as their local-name 
(exact match)

search terms having “food” as the lexeme of their 
local name

search terms having “food” as part of their 
definitional description

search terms which are defined as instances of 
owl.class

search terms having “food” as part of their URL.

search terms having “food” as part of their 
namespace

search terms having that address as their 
namespace

search terms having “food” as their local-name 
(exact match)

search terms having “food” as the lexeme of their 
local name

search terms having “food” as part of their 
definitional description

search terms which are defined as instances of 
owl.class



Composing a REST query
A query is represented as a URL: SERVICE_URI  ?  PARAMS

e.g. http://logos.cs.umbc.edu:8080/swoogle31/q?
queryType=search_swd_ontology&searchString=service&key=demo

The following are some common query parameters supported by Swoogle

http://swoogle.umbc.edu/index.php?
option=com_swoogle_manual&manual=search_overview



OK .... now we get to play :)
Visiting http://swoogle.umbc.edu/





Viewing an ontology using Swoop











                                  REST Query
 
http://logos.cs.umbc.edu:8080/swoogle31/q?queryType=search_swt&searchString=pizza&key=demo
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